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    Single Instruction Erlang Data (sied)

High-performance SIMD operations for Erlang through Rust NIFs.
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Motivation
Erlang excels at building concurrent, fault-tolerant systems, but numerical computations on large datasets can be a bottleneck. Modern CPUs offer SIMD (Single Instruction, Multiple Data) instructions that can process multiple data elements simultaneously, providing significant performance improvements for vectorized operations.
sied bridges this gap by exposing SIMD-accelerated mathematical operations to Erlang through a Rust NIF. The name combines SIMD with Erlang and Data, representing the library's core purpose: bringing efficient data-parallel processing to the Erlang ecosystem.
Features
	Automatic SIMD optimization: Compiler leverages AVX2, AVX-512, NEON, and other instruction sets via simdeez
	Flat-binary search primitives: hamming_topk_flat/4 and dot_product_topk_flat/4 operate on concatenated binary buffers — zero per-element Erlang overhead, designed for ANN search
	Simple API: Consistent {ok, Result} | {error, Reason} interface throughout

	Cross-platform: Works across different CPU architectures with graceful scalar fallback

Installation
Add to your rebar.config:
{deps, [{sied, "0.2.0"}]}.
Or from GitHub:
{deps, [
    {sied, {git, "https://github.com/roquess/sied.git", {branch, "main"}}}
]}.
Building
rebar3 compile

Requirements:
	Erlang/OTP 24 or later
	Rust 1.70 or later (Cargo included)

The Rust toolchain must be available in your PATH. Visit rustup.rs to install Rust.
For maximum performance (full AVX2/AVX-512), build with:
RUSTFLAGS="-C target-cpu=native" rebar3 as prod compile

API Reference
All functions return {ok, Result} on success or {error, Reason} on failure.
Basic Arithmetic
Element-wise operations on f32 or f64 vectors.
{ok, Result} = sied:add_f32([1.0, 2.0, 3.0], [4.0, 5.0, 6.0]).
%% Result = [5.0, 7.0, 9.0]

{ok, Result} = sied:multiply_f64([2.0, 3.0], [4.0, 5.0]).
%% Result = [8.0, 15.0]
Available: add_f32/2, add_f64/2, subtract_f32/2, subtract_f64/2,
multiply_f32/2, multiply_f64/2, divide_f32/2, divide_f64/2.
Dot Product & Sum
{ok, Dot} = sied:dot_product_f32([1.0, 2.0, 3.0], [4.0, 5.0, 6.0]).
%% Dot = 32.0

{ok, Sum} = sied:sum_f32([1.0, 2.0, 3.0, 4.0, 5.0]).
%% Sum = 15.0
Statistics
{ok, Mean} = sied:mean_f32([1.0, 2.0, 3.0]).
{ok, Var}  = sied:variance_f32([1.0, 2.0, 3.0]).
{ok, Std}  = sied:std_dev_f32([1.0, 2.0, 3.0]).
Also available in f64 variants.
Min / Max
{ok, Min} = sied:min_f32([3.0, 1.0, 2.0]).   %% 1.0
{ok, Max} = sied:max_f32([3.0, 1.0, 2.0]).   %% 3.0
{ok, R}   = sied:min_elementwise_f32([1.0, 4.0], [2.0, 3.0]).  %% [1.0, 3.0]
Unary Operations
{ok, R} = sied:abs_f32([-1.0, 2.0, -3.0]).   %% [1.0, 2.0, 3.0]
{ok, R} = sied:sqrt_f32([4.0, 9.0, 16.0]).   %% [2.0, 3.0, 4.0]
{ok, R} = sied:negate_f32([1.0, -2.0]).       %% [-1.0, 2.0]
L2 Norm and Normalization
{ok, Norm} = sied:l2_norm_f32([3.0, 4.0]).       %% 5.0
{ok, Unit} = sied:l2_normalize_f32([3.0, 4.0]).   %% [0.6, 0.8]
{ok, Vecs} = sied:l2_normalize_batch_f32([[3.0, 4.0], [0.0, 2.0]]).
Cosine Similarity
{ok, Sim} = sied:cosine_similarity_f32([1.0, 0.0], [0.0, 1.0]).  %% 0.0
{ok, Sims} = sied:cosine_similarity_batch_f32(Query, [Vec1, Vec2, Vec3]).
Batch Dot Product
One query against many vectors in a single NIF call.
{ok, Scores} = sied:dot_product_batch_f32(Query, [Vec1, Vec2, Vec3]).

%% Binary variant — avoids float-list marshalling when vectors are stored
%% as little-endian f32 binaries (e.g. in ETS):
{ok, Scores} = sied:dot_product_batch_f32_bin(QBin, [Bin1, Bin2, Bin3]).
Binary Quantization & Flat-Buffer ANN Search (v0.2.0)
These primitives are designed for two-phase approximate nearest-neighbour search on large indexes where the entire vector set is stored as a single concatenated binary (flat buffer) in ETS.
to_binary_f32/1 and to_binary_f32_bin/1
1-bit quantize a vector: each dimension becomes 1 if above the mean, else 0. 128 dims → 16 bytes.
{ok, BinVec} = sied:to_binary_f32([0.1, 0.9, 0.4, 0.8]).
%% BinVec = <<0b0101:4, ...>>  (packed bits)

%% Zero-copy variant when the vector is already a little-endian f32 binary:
{ok, BinVec} = sied:to_binary_f32_bin(F32Binary).
hamming_topk_flat/4
SIMD POPCNT over a flat binary buffer. Returns the indices of the TopK closest vectors, sorted ascending by Hamming distance. O(N) + O(K log K).
%% BvecFlat = all binary-quantized vectors concatenated
%% VecLen   = byte size of one quantized vector
{ok, Indices} = sied:hamming_topk_flat(QBinVec, BvecFlat, VecLen, TopK).
%% Indices = [3, 17, 42, ...]  (0-based, sorted by distance)
Uses a max-heap of size K — O(K) memory regardless of corpus size.
dot_product_topk_flat/4
SIMD dot-product scoring of a candidate set selected from a flat f32 buffer. Designed to follow hamming_topk_flat/4 in the two-phase search pipeline.
%% F32Flat    = all f32 vectors concatenated
%% VecByteLen = dim * 4
%% Indices    = output of hamming_topk_flat/4
{ok, Scored} = sied:dot_product_topk_flat(QF32Bin, F32Flat, VecByteLen, Indices).
%% Scored = [{Score, Idx}, ...]  sorted by descending score
Uses zero-copy f32 reinterpretation — no heap allocation per candidate.
Two-phase ANN example
%% Phase 1 — fast Hamming filter
CandCount = K * 10,
{ok, Cands} = sied:hamming_topk_flat(QBin, BvecFlat, VecByteLen, CandCount),

%% Phase 2 — precise dot-product rerank
{ok, Scored} = sied:dot_product_topk_flat(QF32Bin, F32Flat, VecF32ByteLen, Cands),
TopK = lists:sublist(Scored, K).
See kvex for a complete k-NN index built on these primitives.
Error Handling
Binary operations require vectors of equal length:
case sied:add_f32([1.0, 2.0], [3.0]) of
    {ok, Result} -> io:format("Success: ~p~n", [Result]);
    {error, length_mismatch} -> io:format("vectors must have equal length~n")
end.
Testing
rebar3 eunit

Performance
The flat-buffer primitives (hamming_topk_flat, dot_product_topk_flat) are designed for high-throughput ANN search:
	hamming_topk_flat on 10 000 × 128-dim vectors: ~10 μs (release, AVX2)
	dot_product_topk_flat on 100 candidates × 128-dim: ~5 μs (release, AVX2)
	Combined two-phase search with kvex: 21 000+ queries/s at 10 000 vectors, dim=128, K=10

General characteristics by vector size:
	Small (< 100 elements): NIF call overhead dominates — use pure Erlang for tiny vectors
	Medium (100–10 000 elements): Good speedup over pure Erlang
	Large (> 10 000 elements): Maximum SIMD benefit

Project Structure
sied/
├── src/
│   ├── sied.app.src          # OTP application metadata
│   └── sied.erl              # Erlang API module
├── native/
│   └── sied/
│       ├── Cargo.toml        # Rust dependencies
│       └── src/
│           └── lib.rs        # Rust NIF implementation
├── test/
│   └── sied_tests.erl        # EUnit test suite
├── rebar.config
└── README.md
Links
	GitHub: https://github.com/roquess/sied
	Hex.pm: https://hex.pm/packages/sied
	kvex (ANN index using sied): https://hex.pm/packages/kvex
	Rustler: https://crates.io/crates/rustler
	Simdeez: https://crates.io/crates/simdeez

License
Apache 2.0 — see LICENSE.


  

    License


# Apache License
Version 2.0, January 2004

http://www.apache.org/licenses/

TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

## 1. Definitions.

"License" shall mean the terms and conditions for use, reproduction, and
distribution as defined by Sections 1 through 9 of this document.

"Licensor" shall mean the copyright owner or entity authorized by the copyright
owner that is granting the License.

"Legal Entity" shall mean the union of the acting entity and all other entities
that control, are controlled by, or are under common control with that entity.
For the purposes of this definition, "control" means (i) the power, direct or
indirect, to cause the direction or management of such entity, whether by
contract or otherwise, or (ii) ownership of fifty percent (50%) or more of the
outstanding shares, or (iii) beneficial ownership of such entity.

"You" (or "Your") shall mean an individual or Legal Entity exercising
permissions granted by this License.

"Source" form shall mean the preferred form for making modifications, including
but not limited to software source code, documentation source, and configuration
files.

"Object" form shall mean any form resulting from mechanical transformation or
translation of a Source form, including but not limited to compiled object code,
generated documentation, and conversions to other media types.

"Work" shall mean the work of authorship, whether in Source or Object form, made
available under the License, as indicated by a copyright notice that is included
in or attached to the work (an example is provided in the Appendix below).

"Derivative Works" shall mean any work, whether in Source or Object form, that
is based on (or derived from) the Work and for which the editorial revisions,
annotations, elaborations, or other modifications represent, as a whole, an
original work of authorship. For the purposes of this License, Derivative Works
shall not include works that remain separable from, or merely link (or bind by
name) to the interfaces of, the Work and Derivative Works thereof.

"Contribution" shall mean any work of authorship, including the original version
of the Work and any modifications or additions to that Work or Derivative Works
thereof, that is intentionally submitted to Licensor for inclusion in the Work
by the copyright owner or by an individual or Legal Entity authorized to submit
on behalf of the copyright owner. For the purposes of this definition,
"submitted" means any form of electronic, verbal, or written communication sent
to the Licensor or its representatives, including but not limited to
communication on electronic mailing lists, source code control systems, and
issue tracking systems that are managed by, or on behalf of, the Licensor for
the purpose of discussing and improving the Work, but excluding communication
that is conspicuously marked or otherwise designated in writing by the copyright
owner as "Not a Contribution."

"Contributor" shall mean Licensor and any individual or Legal Entity on behalf
of whom a Contribution has been received by Licensor and subsequently
incorporated within the Work.

## 2. Grant of Copyright License.

Subject to the terms and conditions of this License, each Contributor hereby
grants to You a perpetual, worldwide, non-exclusive, no-charge, royalty-free,
irrevocable copyright license to reproduce, prepare Derivative Works of,
publicly display, publicly perform, sublicense, and distribute the Work and such
Derivative Works in Source or Object form.

## 3. Grant of Patent License.

Subject to the terms and conditions of this License, each Contributor hereby
grants to You a perpetual, worldwide, non-exclusive, no-charge, royalty-free,
irrevocable (except as stated in this section) patent license to make, have
made, use, offer to sell, sell, import, and otherwise transfer the Work, where
such license applies only to those patent claims licensable by such Contributor
that are necessarily infringed by their Contribution(s) alone or by combination
of their Contribution(s) with the Work to which such Contribution(s) was
submitted. If You institute patent litigation against any entity (including a
cross-claim or counterclaim in a lawsuit) alleging that the Work or a
Contribution incorporated within the Work constitutes direct or contributory
patent infringement, then any patent licenses granted to You under this License
for that Work shall terminate as of the date such litigation is filed.

## 4. Redistribution.

You may reproduce and distribute copies of the Work or Derivative Works thereof
in any medium, with or without modifications, and in Source or Object form,
provided that You meet the following conditions:

1. You must give any other recipients of the Work or Derivative Works a copy of
   this License; and

2. You must cause any modified files to carry prominent notices stating that
   You changed the files; and

3. You must retain, in the Source form of any Derivative Works that You
   distribute, all copyright, patent, trademark, and attribution notices from
   the Source form of the Work, excluding those notices that do not pertain to
   any part of the Derivative Works; and

4. If the Work includes a "NOTICE" text file as part of its distribution, then
   any Derivative Works that You distribute must include a readable copy of the
   attribution notices contained within such NOTICE file, excluding those
   notices that do not pertain to any part of the Derivative Works, in at least
   one of the following places: within a NOTICE text file distributed as part
   of the Derivative Works; within the Source form or documentation, if
   provided along with the Derivative Works; or, within a display generated by
   the Derivative Works, if and wherever such third-party notices normally
   appear. The contents of the NOTICE file are for informational purposes only
   and do not modify the License. You may add Your own attribution notices
   within Derivative Works that You distribute, alongside or as an addendum to
   the NOTICE text from the Work, provided that such additional attribution
   notices cannot be construed as modifying the License.

You may add Your own copyright statement to Your modifications and may provide
additional or different license terms and conditions for use, reproduction, or
distribution of Your modifications, or for any such Derivative Works as a whole,
provided Your use, reproduction, and distribution of the Work otherwise complies
with the conditions stated in this License.

## 5. Submission of Contributions.

Unless You explicitly state otherwise, any Contribution intentionally submitted
for inclusion in the Work by You to the Licensor shall be under the terms and
conditions of this License, without any additional terms or conditions.
Notwithstanding the above, nothing herein shall supersede or modify the terms of
any separate license agreement you may have executed with Licensor regarding
such Contributions.

## 6. Trademarks.

This License does not grant permission to use the trade names, trademarks,
service marks, or product names of the Licensor, except as required for
reasonable and customary use in describing the origin of the Work and
reproducing the content of the NOTICE file.

## 7. Disclaimer of Warranty.

Unless required by applicable law or agreed to in writing, Licensor provides the
Work (and each Contributor provides its Contributions) on an "AS IS" BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied,
including, without limitation, any warranties or conditions of TITLE, NON-
INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A PARTICULAR PURPOSE. You are
solely responsible for determining the appropriateness of using or
redistributing the Work and assume any risks associated with Your exercise of
permissions under this License.

## 8. Limitation of Liability.

In no event and under no legal theory, whether in tort (including negligence),
contract, or otherwise, unless required by applicable law (such as deliberate
and grossly negligent acts) or agreed to in writing, shall any Contributor be
liable to You for damages, including any direct, indirect, special, incidental,
or consequential damages of any character arising as a result of this License or
out of the use or inability to use the Work (including but not limited to
damages for loss of goodwill, work stoppage, computer failure or malfunction, or
any and all other commercial damages or losses), even if such Contributor has
been advised of the possibility of such damages.

## 9. Accepting Warranty or Additional Liability.

While redistributing the Work or Derivative Works thereof, You may choose to
offer, and charge a fee for, acceptance of support, warranty, indemnity, or
other liability obligations and/or rights consistent with this License. However,
in accepting such obligations, You may act only on Your own behalf and on Your
sole responsibility, not on behalf of any other Contributor, and only if You
agree to indemnify, defend, and hold each Contributor harmless for any liability
incurred by, or claims asserted against, such Contributor by reason of your
accepting any such warranty or additional liability.

END OF TERMS AND CONDITIONS

Copyright 2025, Steve Roques <steve.roques@gmail.com>.

Licensed under the Apache License, Version 2.0 (the "License");
you may not use this file except in compliance with the License.
You may obtain a copy of the License at

http://www.apache.org/licenses/LICENSE-2.0

Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an "AS IS" BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.
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sied - SIMD operations for Erlang
High-performance vectorized operations using SIMD instructions via Rust NIF with simdeez. Provides runtime SIMD detection and automatic dispatch to SSE2, SSE4.1, AVX2, or NEON instructions.
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        abs_f32(A)

      


        Compute absolute value of an f32 vector



    


    
      
        abs_f64(A)

      


        Compute absolute value of an f64 vector



    


    
      
        add_f32(A, B)

      


        Element-wise addition of two f32 vectors



    


    
      
        add_f64(A, B)

      


        Element-wise addition of two f64 vectors



    


    
      
        cosine_similarity_batch_f32(Query, Vecs)

      


        Batch cosine similarity: one f32 query against many f32 vectors.



    


    
      
        cosine_similarity_batch_f64(Query, Vecs)

      


        Batch cosine similarity: one f64 query against many f64 vectors.



    


    
      
        cosine_similarity_f32(A, B)

      


        Cosine similarity between two f32 vectors: dot(A,B) / (|A| * |B|). Returns a value in [-1.0, 1.0].



    


    
      
        cosine_similarity_f64(A, B)

      


        Cosine similarity between two f64 vectors.



    


    
      
        divide_f32(A, B)

      


        Element-wise division of two f32 vectors



    


    
      
        divide_f64(A, B)

      


        Element-wise division of two f64 vectors



    


    
      
        dot_product_batch_f32(Query, Vecs)

      


        Compute dot product of Query against every vector in Vecs. Returns {ok, [Score]} in input order. One NIF call for the whole batch.



    


    
      
        dot_product_batch_f32_bin(Query, Vecs)

      


        Dot product of a query f32 binary against a list of f32 binaries. Binaries are little-endian IEEE 754 f32 (4 bytes per element). Avoids Erlang float-list marshalling — use with kvex f32-binary storage.



    


    
      
        dot_product_batch_f64(Query, Vecs)

      


        Compute dot product of Query against every f64 vector in Vecs.



    


    
      
        dot_product_f32(A, B)

      


        Compute dot product of two f32 vectors Computes the scalar product: sum(A[i] * B[i])



    


    
      
        dot_product_f64(A, B)

      


        Compute dot product of two f64 vectors Computes the scalar product: sum(A[i] * B[i])



    


    
      
        dot_product_topk_flat(Query, FlatF32, VecByteLen, Indices)

      


        Dot-product scoring of selected vectors from a flat f32 binary. indices: list produced by hamming_topk_flat. Returns {ok, [{Score, Idx}]} sorted by descending score.



    


    
      
        hamming_distance_batch(Query, Vecs)

      


        Batch hamming distance between a query binary and a list of binaries. Returns {ok, [Distance]} where lower distance means more similar. Uses u64 POPCNT for speed. Intended for the first phase of two-phase ANN search: hamming_distance_batch → filter top-N → dot_product_batch.



    


    
      
        hamming_topk_flat(Query, FlatVecs, VecLen, TopK)

      


        Hamming top-K from a flat binary buffer (all vectors concatenated). Returns {ok, [Idx]} — the indices of the top_k closest vectors, sorted ascending by Hamming distance. O(N) partition + O(K log K) sort, no per-element Erlang overhead.



    


    
      
        l2_norm_f32(A)

      


        L2 (Euclidean) norm of an f32 vector



    


    
      
        l2_norm_f64(A)

      


        L2 (Euclidean) norm of an f64 vector



    


    
      
        l2_normalize_batch_f32(Vecs)

      


        L2-normalize a batch of f32 vectors.



    


    
      
        l2_normalize_batch_f64(Vecs)

      


        L2-normalize a batch of f64 vectors.



    


    
      
        l2_normalize_f32(A)

      


        L2-normalize an f32 vector to unit length. Returns the original vector if its norm is zero.



    


    
      
        l2_normalize_f64(A)

      


        L2-normalize an f64 vector to unit length.



    


    
      
        max_elementwise_f32(A, B)

      


        Element-wise maximum of two f32 vectors



    


    
      
        max_elementwise_f64(A, B)

      


        Element-wise maximum of two f64 vectors



    


    
      
        max_f32(A)

      


        Find maximum value in an f32 vector



    


    
      
        max_f64(A)

      


        Find maximum value in an f64 vector



    


    
      
        mean_f32(A)

      


        Compute arithmetic mean of an f32 vector



    


    
      
        mean_f64(A)

      


        Compute arithmetic mean of an f64 vector



    


    
      
        min_elementwise_f32(A, B)

      


        Element-wise minimum of two f32 vectors



    


    
      
        min_elementwise_f64(A, B)

      


        Element-wise minimum of two f64 vectors



    


    
      
        min_f32(A)

      


        Find minimum value in an f32 vector



    


    
      
        min_f64(A)

      


        Find minimum value in an f64 vector



    


    
      
        multiply_f32(A, B)

      


        Element-wise multiplication of two f32 vectors



    


    
      
        multiply_f64(A, B)

      


        Element-wise multiplication of two f64 vectors



    


    
      
        negate_f32(A)

      


        Negate an f32 vector (multiply by -1)



    


    
      
        negate_f64(A)

      


        Negate an f64 vector (multiply by -1)



    


    
      
        sqrt_f32(A)

      


        Compute square root of an f32 vector



    


    
      
        sqrt_f64(A)

      


        Compute square root of an f64 vector



    


    
      
        std_dev_f32(A)

      


        Compute standard deviation of an f32 vector



    


    
      
        std_dev_f64(A)

      


        Compute standard deviation of an f64 vector



    


    
      
        subtract_f32(A, B)

      


        Element-wise subtraction of two f32 vectors



    


    
      
        subtract_f64(A, B)

      


        Element-wise subtraction of two f64 vectors



    


    
      
        sum_f32(A)

      


        Compute sum of all elements in an f32 vector



    


    
      
        sum_f64(A)

      


        Compute sum of all elements in an f64 vector



    


    
      
        to_binary_f32(Vec)

      


        1-bit quantize an f32 vector. Each element becomes 1 if above mean, else 0. Returns a packed binary: 128 dims → 16 bytes. Use hamming_distance_batch/2 to search over quantized vectors.



    


    
      
        to_binary_f32_bin(Data)

      


        Like to_binary_f32/1 but accepts a little-endian f32 binary instead of a float list. Zero-copy path when the vector is already stored as a binary (e.g. in kvex ETS).



    


    
      
        variance_f32(A)

      


        Compute variance of an f32 vector



    


    
      
        variance_f64(A)

      


        Compute variance of an f64 vector



    





      


      
        Functions

        


  
    
      
    
    
      abs_f32(A)



        
          
        

    

  


  

      

          -spec abs_f32([float()]) -> {ok, [float()]} | {error, term()}.


      


Compute absolute value of an f32 vector

  



  
    
      
    
    
      abs_f64(A)



        
          
        

    

  


  

      

          -spec abs_f64([float()]) -> {ok, [float()]} | {error, term()}.


      


Compute absolute value of an f64 vector

  



  
    
      
    
    
      add_f32(A, B)



        
          
        

    

  


  

      

          -spec add_f32([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise addition of two f32 vectors

  



  
    
      
    
    
      add_f64(A, B)



        
          
        

    

  


  

      

          -spec add_f64([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise addition of two f64 vectors

  



  
    
      
    
    
      cosine_similarity_batch_f32(Query, Vecs)



        
          
        

    

  


  

      

          -spec cosine_similarity_batch_f32([float()], [[float()]]) -> {ok, [float()]} | {error, term()}.


      


Batch cosine similarity: one f32 query against many f32 vectors.

  



  
    
      
    
    
      cosine_similarity_batch_f64(Query, Vecs)



        
          
        

    

  


  

      

          -spec cosine_similarity_batch_f64([float()], [[float()]]) -> {ok, [float()]} | {error, term()}.


      


Batch cosine similarity: one f64 query against many f64 vectors.

  



  
    
      
    
    
      cosine_similarity_f32(A, B)



        
          
        

    

  


  

      

          -spec cosine_similarity_f32([float()], [float()]) -> {ok, float()} | {error, term()}.


      


Cosine similarity between two f32 vectors: dot(A,B) / (|A| * |B|). Returns a value in [-1.0, 1.0].

  



  
    
      
    
    
      cosine_similarity_f64(A, B)



        
          
        

    

  


  

      

          -spec cosine_similarity_f64([float()], [float()]) -> {ok, float()} | {error, term()}.


      


Cosine similarity between two f64 vectors.

  



  
    
      
    
    
      divide_f32(A, B)



        
          
        

    

  


  

      

          -spec divide_f32([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise division of two f32 vectors

  



  
    
      
    
    
      divide_f64(A, B)



        
          
        

    

  


  

      

          -spec divide_f64([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise division of two f64 vectors

  



  
    
      
    
    
      dot_product_batch_f32(Query, Vecs)



        
          
        

    

  


  

      

          -spec dot_product_batch_f32([float()], [[float()]]) -> {ok, [float()]} | {error, term()}.


      


Compute dot product of Query against every vector in Vecs. Returns {ok, [Score]} in input order. One NIF call for the whole batch.

  



  
    
      
    
    
      dot_product_batch_f32_bin(Query, Vecs)



        
          
        

    

  


  

      

          -spec dot_product_batch_f32_bin(binary(), [binary()]) -> {ok, [float()]} | {error, term()}.


      


Dot product of a query f32 binary against a list of f32 binaries. Binaries are little-endian IEEE 754 f32 (4 bytes per element). Avoids Erlang float-list marshalling — use with kvex f32-binary storage.

  



  
    
      
    
    
      dot_product_batch_f64(Query, Vecs)



        
          
        

    

  


  

      

          -spec dot_product_batch_f64([float()], [[float()]]) -> {ok, [float()]} | {error, term()}.


      


Compute dot product of Query against every f64 vector in Vecs.

  



  
    
      
    
    
      dot_product_f32(A, B)



        
          
        

    

  


  

      

          -spec dot_product_f32([float()], [float()]) -> {ok, float()} | {error, term()}.


      


Compute dot product of two f32 vectors Computes the scalar product: sum(A[i] * B[i])

  



  
    
      
    
    
      dot_product_f64(A, B)



        
          
        

    

  


  

      

          -spec dot_product_f64([float()], [float()]) -> {ok, float()} | {error, term()}.


      


Compute dot product of two f64 vectors Computes the scalar product: sum(A[i] * B[i])

  



  
    
      
    
    
      dot_product_topk_flat(Query, FlatF32, VecByteLen, Indices)



        
          
        

    

  


  

      

          -spec dot_product_topk_flat(binary(), binary(), pos_integer(), [non_neg_integer()]) ->
                               {ok, [{float(), non_neg_integer()}]} | {error, term()}.


      


Dot-product scoring of selected vectors from a flat f32 binary. indices: list produced by hamming_topk_flat. Returns {ok, [{Score, Idx}]} sorted by descending score.

  



  
    
      
    
    
      hamming_distance_batch(Query, Vecs)



        
          
        

    

  


  

      

          -spec hamming_distance_batch(binary(), [binary()]) -> {ok, [non_neg_integer()]} | {error, term()}.


      


Batch hamming distance between a query binary and a list of binaries. Returns {ok, [Distance]} where lower distance means more similar. Uses u64 POPCNT for speed. Intended for the first phase of two-phase ANN search: hamming_distance_batch → filter top-N → dot_product_batch.

  



  
    
      
    
    
      hamming_topk_flat(Query, FlatVecs, VecLen, TopK)



        
          
        

    

  


  

      

          -spec hamming_topk_flat(binary(), binary(), pos_integer(), pos_integer()) ->
                           {ok, [non_neg_integer()]} | {error, term()}.


      


Hamming top-K from a flat binary buffer (all vectors concatenated). Returns {ok, [Idx]} — the indices of the top_k closest vectors, sorted ascending by Hamming distance. O(N) partition + O(K log K) sort, no per-element Erlang overhead.

  



  
    
      
    
    
      l2_norm_f32(A)



        
          
        

    

  


  

      

          -spec l2_norm_f32([float()]) -> {ok, float()} | {error, term()}.


      


L2 (Euclidean) norm of an f32 vector

  



  
    
      
    
    
      l2_norm_f64(A)



        
          
        

    

  


  

      

          -spec l2_norm_f64([float()]) -> {ok, float()} | {error, term()}.


      


L2 (Euclidean) norm of an f64 vector

  



  
    
      
    
    
      l2_normalize_batch_f32(Vecs)



        
          
        

    

  


  

      

          -spec l2_normalize_batch_f32([[float()]]) -> {ok, [[float()]]} | {error, term()}.


      


L2-normalize a batch of f32 vectors.

  



  
    
      
    
    
      l2_normalize_batch_f64(Vecs)



        
          
        

    

  


  

      

          -spec l2_normalize_batch_f64([[float()]]) -> {ok, [[float()]]} | {error, term()}.


      


L2-normalize a batch of f64 vectors.

  



  
    
      
    
    
      l2_normalize_f32(A)



        
          
        

    

  


  

      

          -spec l2_normalize_f32([float()]) -> {ok, [float()]} | {error, term()}.


      


L2-normalize an f32 vector to unit length. Returns the original vector if its norm is zero.

  



  
    
      
    
    
      l2_normalize_f64(A)



        
          
        

    

  


  

      

          -spec l2_normalize_f64([float()]) -> {ok, [float()]} | {error, term()}.


      


L2-normalize an f64 vector to unit length.

  



  
    
      
    
    
      max_elementwise_f32(A, B)



        
          
        

    

  


  

      

          -spec max_elementwise_f32([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise maximum of two f32 vectors

  



  
    
      
    
    
      max_elementwise_f64(A, B)



        
          
        

    

  


  

      

          -spec max_elementwise_f64([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise maximum of two f64 vectors

  



  
    
      
    
    
      max_f32(A)



        
          
        

    

  


  

      

          -spec max_f32([float()]) -> {ok, float()} | {error, term()}.


      


Find maximum value in an f32 vector

  



  
    
      
    
    
      max_f64(A)



        
          
        

    

  


  

      

          -spec max_f64([float()]) -> {ok, float()} | {error, term()}.


      


Find maximum value in an f64 vector

  



  
    
      
    
    
      mean_f32(A)



        
          
        

    

  


  

      

          -spec mean_f32([float()]) -> {ok, float()} | {error, term()}.


      


Compute arithmetic mean of an f32 vector

  



  
    
      
    
    
      mean_f64(A)



        
          
        

    

  


  

      

          -spec mean_f64([float()]) -> {ok, float()} | {error, term()}.


      


Compute arithmetic mean of an f64 vector

  



  
    
      
    
    
      min_elementwise_f32(A, B)



        
          
        

    

  


  

      

          -spec min_elementwise_f32([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise minimum of two f32 vectors

  



  
    
      
    
    
      min_elementwise_f64(A, B)



        
          
        

    

  


  

      

          -spec min_elementwise_f64([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise minimum of two f64 vectors

  



  
    
      
    
    
      min_f32(A)



        
          
        

    

  


  

      

          -spec min_f32([float()]) -> {ok, float()} | {error, term()}.


      


Find minimum value in an f32 vector

  



  
    
      
    
    
      min_f64(A)



        
          
        

    

  


  

      

          -spec min_f64([float()]) -> {ok, float()} | {error, term()}.


      


Find minimum value in an f64 vector

  



  
    
      
    
    
      multiply_f32(A, B)



        
          
        

    

  


  

      

          -spec multiply_f32([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise multiplication of two f32 vectors

  



  
    
      
    
    
      multiply_f64(A, B)



        
          
        

    

  


  

      

          -spec multiply_f64([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise multiplication of two f64 vectors

  



  
    
      
    
    
      negate_f32(A)



        
          
        

    

  


  

      

          -spec negate_f32([float()]) -> {ok, [float()]} | {error, term()}.


      


Negate an f32 vector (multiply by -1)

  



  
    
      
    
    
      negate_f64(A)



        
          
        

    

  


  

      

          -spec negate_f64([float()]) -> {ok, [float()]} | {error, term()}.


      


Negate an f64 vector (multiply by -1)

  



  
    
      
    
    
      sqrt_f32(A)



        
          
        

    

  


  

      

          -spec sqrt_f32([float()]) -> {ok, [float()]} | {error, term()}.


      


Compute square root of an f32 vector

  



  
    
      
    
    
      sqrt_f64(A)



        
          
        

    

  


  

      

          -spec sqrt_f64([float()]) -> {ok, [float()]} | {error, term()}.


      


Compute square root of an f64 vector

  



  
    
      
    
    
      std_dev_f32(A)



        
          
        

    

  


  

      

          -spec std_dev_f32([float()]) -> {ok, float()} | {error, term()}.


      


Compute standard deviation of an f32 vector

  



  
    
      
    
    
      std_dev_f64(A)



        
          
        

    

  


  

      

          -spec std_dev_f64([float()]) -> {ok, float()} | {error, term()}.


      


Compute standard deviation of an f64 vector

  



  
    
      
    
    
      subtract_f32(A, B)



        
          
        

    

  


  

      

          -spec subtract_f32([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise subtraction of two f32 vectors

  



  
    
      
    
    
      subtract_f64(A, B)



        
          
        

    

  


  

      

          -spec subtract_f64([float()], [float()]) -> {ok, [float()]} | {error, term()}.


      


Element-wise subtraction of two f64 vectors

  



  
    
      
    
    
      sum_f32(A)



        
          
        

    

  


  

      

          -spec sum_f32([float()]) -> {ok, float()} | {error, term()}.


      


Compute sum of all elements in an f32 vector

  



  
    
      
    
    
      sum_f64(A)



        
          
        

    

  


  

      

          -spec sum_f64([float()]) -> {ok, float()} | {error, term()}.


      


Compute sum of all elements in an f64 vector

  



  
    
      
    
    
      to_binary_f32(Vec)



        
          
        

    

  


  

      

          -spec to_binary_f32([float()]) -> {ok, binary()} | {error, term()}.


      


1-bit quantize an f32 vector. Each element becomes 1 if above mean, else 0. Returns a packed binary: 128 dims → 16 bytes. Use hamming_distance_batch/2 to search over quantized vectors.

  



  
    
      
    
    
      to_binary_f32_bin(Data)



        
          
        

    

  


  

      

          -spec to_binary_f32_bin(binary()) -> {ok, binary()} | {error, term()}.


      


Like to_binary_f32/1 but accepts a little-endian f32 binary instead of a float list. Zero-copy path when the vector is already stored as a binary (e.g. in kvex ETS).

  



  
    
      
    
    
      variance_f32(A)



        
          
        

    

  


  

      

          -spec variance_f32([float()]) -> {ok, float()} | {error, term()}.


      


Compute variance of an f32 vector

  



  
    
      
    
    
      variance_f64(A)



        
          
        

    

  


  

      

          -spec variance_f64([float()]) -> {ok, float()} | {error, term()}.


      


Compute variance of an f64 vector
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